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Introduction
Despite its buzzy status and all the hype, a 
successful enterprise AI initiative is still a 
relatively rare thing. It’s no surprise, as 
projects of this sort require a very specific set 
of ingredients to be mixed together in a very 
certain way and are easy prey for a number of 
common fallacious ways of thinking that tend 
to go unobserved until a project is derailed. 

In this paper, we’ll identify and name these 
common pitfalls, look at ways to avoid them, 
and examine the elements that must be 
brought into place for the successful delivery 
of an AI initiative.
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AI Fallacies
Artificial Intelligence is a fascinating tool when solving 
complex problems. Its current popularity also means it’s 
subject to a couple of critical fallacies that, left unchecked, 
ruin projects.

As with all critical thinking fallacies, the first step to avoiding them is to name them and outline 
what exactly they entail. This paper identifies two fundamental fallacies that, when combined, 
set AI (or data science, for that matter) projects up for failure, both within teams and across the 
business. Just as you’d check a philosophical argument for logical fallacy pitfalls, you need to 
check your project plans and AI strategy roadmaps for these AI fallacies.

This fallacy is so common in AI and data 
science that you find language that points to 
this thinking in nearly every article praising 
AI’s usefulness in industry or business. Shades 
of this fallacy even show up in completely 
honest, truthful statements. You’ll find echoes 
of shocking findings touted throughout AI 
literature across industries. They may sound 
something like these:

•  The targeted customer base wasn’t 
actually the group buying the product. 

•  The action needed to reduce the spread 
of an illness is a minute detail in a process 
no one thought was really significant. 

•  The best sensor to predict a failure in a 
machine wasn’t even in the group used to 
diagnose the machine’s health.

The Magic Wand
It isn’t the finding itself, but rather the way 
people talk about it which leads to the idea 
that magic is happening. But the magic wand 
fallacy goes even deeper than just hailing 
unexpected and wonderful output.

The magic wand fallacy is an updated 
version of the software engineer’s beloved 
GIGO (garbage in, garbage out). The magic 
wand fallacy states that AI (or data science) 
will take your grubby maid, slaving away in the 
scullery, and – poof! – make her ready for the 
ball. In AI project terms, the grubby maid is 
basically uncleaned, unprepped, just-off-the-
table data. And the ball is whatever exciting 
end state you imagine this problem-solving AI 
project will solve. The problem isn’t with the 
maid or the ball. The problem is with the 
expectations wrapped up in that wave of the 
AI magic wand. 



Visual approximations 
of the phases of learning are a 
good way to begin to break 
out of the magic wand 
thinking around AI, and they 
help everyone involved stay 
grounded in the reality.

I suspect that it’s even easier to propagate 
the magic wand fallacy when even their 
creators refer to some AI techniques as being 
essentially ‘black box’ algorithms. It’s easy to 
talk about Deep Learning techniques as “put a 
tonne of data in, let the algorithm chew it, 
and magic pops out”, but I caution anyone 
using that kind of language to reconsider. 
Visual approximations of the phases of 
learning are a good way to begin to break out 
of the magic wand thinking around AI, and 
they help everyone involved – be it AI 
developer, data scientist, or any other team 
member (not to mention every layer of 
management above them) – stay grounded in 
the reality. AI takes a lot of work. There is no 
magic wand.
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Unlike the magic wand fallacy, the warm fuzzy 
robots fallacy is subtle. You have to look hard 
for this one to find traces of it in abandoned 
projects and failed initiatives.

It’s also easy to confuse this with the 
magic wand fallacy. The difference between 
them is simply the sphere of focus: the magic 
wand fallacy is about AI doing all the work. At 
its core, the warm fuzzy robots fallacy 
offloads the responsibility we owe other 
human beings onto the AI, instead of leaving it 
with us (the creators, and often the users). 
Many very good presentations have been 
created sharing the issues we find 
propagating bias through machine learning 
and AI, and warm fuzzy robots is a 
fundamental fallacy at play when this occurs. 
While it’s very encouraging that talks and 
presentations outlining how dangerous 
applied AI can be socially have become so 
popular, without identifying and actively 
guarding against the warm fuzzy robots 
fallacy I believe attempts to address these 
issues will fall short.

As impressive as AI is, it does not do well 
seeing beyond the borders of its experience. 
This is particularly obvious when dealing with 
human-behaviour data. When presented with 
streams of historical data neatly linked to 
categorical data, such as socioeconomic 
status, gender, ethnic group, age, sexual 
orientation, and others, it’s difficult for the AI 
to consider what might have been (the “if 
only” thinking). For example, "If only we didn’t 
socially penalize this categorical data factor, 
we might not see this particular correlation in 
the data." And fundamentally, AI perpetuates 
the correlations it finds in the data, turning 

Warm Fuzzy Robots
them from historical commentaries on our 
societies into life-altering prescriptions veiled 
by “the system says no”. 

The warm fuzzy robots fallacy is at play 
with non-human-focused data as well. This 
occurs when you expect AI to identify 
constraints or circumstances beyond the 
bounds of its experience (its training). I believe 
this comes from our tendency to personify 
robots. But even if you care to reduce the 
damage on a machine, the AI predicting the 
amount of damage likely to be sustained does 
not care about the machine, and will not 
suggest that including a different data source 
would help. This is true even if the AI lives 
within a system (an optimization system, for 
example) that is focused on reducing damage 
on the machine. AI will not look beyond its 
training set to suggest fundamentally creative 
alternates that may adjust the outcome to be 
more- balanced, appropriate, or ‘good’. That 
kind of attention, and ultimately, 
responsibility, lies with the human creators, 
not with the AI.

I think it’s telling that popular culture has 
shifted its portrayal of robots from the 
built-to-kill Terminator and Skynet to fuzzy, 
let-our-children-play-with-them robots like 
Wall-E. We now have a definite expectation 
that our robots are kind. Wall-E is a great 
example of this new ‘robots are our 
benevolent friends’ belief. The plot of the 
2008 film even boils down to: Take garbage in. 
Develop consciousness. Find planet-saving 
plant. Fall in love. Save earth. And ultimately, 
save the humans from themselves.
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Together, the magic wand fallacy and the warm 
fuzzy robots fallacy lead us to viewing AI like this: 

When in reality, AI looks more like this:

Fallacy Intersection
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I don’t mean to say the algorithm isn’t 
important. It is. We’ve had spectacular 
improvements in algorithms that allow us to 
assess and predict things we’ve never before 
been able to do. And I’m one of those people 
who scours newly published papers and 
dissertations to find tweaks and new 
approaches and then drives everyone in my 
household bananas blathering on about the 
techniques over dinner.

What we must be wary of is that the 
intersection of the magic wand and warm 
fuzzy robots fallacies creates a world in which 
we project responsibility for making good 
decisions onto our algorithms. We expect 
them to do the heavy lifting of sifting through 
ill-conceived, biased, leading data, and 
produce an output near-ready for human 
consumption in a way that will create a 
“Wow!” moment and change the entire course 
of our enterprise. 

To put it bluntly, our algorithms, as amazing 
as they are, are data hungry, heartlessly 
indifferent creatures. They consume what 
they have been given and produce output 
consistent with that input. The responsibility 
for injecting caring, for protecting our 
brothers’, mothers’, sisters’, sons’, cousins’, 
and even that annoying coworker’s rights as 
human beings all comes down to us paying a 
lot of attention to the data we’re providing 
and assessing the output against criteria we 
put forward. 

We must be wary 
of a world in which we 
project responsibility for 
making good decisions 
onto our algorithms.



Compounding Fallacies 
with Bad Data
There is a degree of bad data that compounds 
the intersection of this fallacy, and it comes down 
to human decisions and using data in a way it 
wasn’t originally intended to be used. Naturally, 
both of those things are so fundamental to 
the world of Big Data (which AI and data 
science are built on) that they’ve become the 
insidious ways bad data can push an entirely 
good project into extremely scary territory.

My favourite example, first reported in 
April 2016, is the “internet IP mapping glitch.” 
A bunch of companies built tools on top of a 
data service that provided specific 
coordinates for IP addresses. Except when it 
didn’t know the location of a specific IP address, 
it assigned it to an “I don’t know” bucket 
whose location was exactly in the middle of 
the continental US. That “I don’t know” 
bucket, with over 600 million IP addresses 
mapped to it, turned out to be a farm in rural 
Kansas owned by an unassuming octogenarian. 
So any time anyone looked up a scammer or 
hacker or suicide hotline caller or drug dealer, 
it led to that farm. For five years, the family 
living there regularly had law enforcement 
knocking on their doors at all hours looking for 
missing people, evidence of computer fraud, 
and stolen goods. The local sheriff had to run 
interference even with other law enforcement. 
Bad data matters to real people.
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determine your data type 
The funny thing about AI is how often people 
seem to focus solely on the IoT/sensor-data/
log data side. YES, this data is critical. And 
YES, any time your data comes from a person, 
you’re allowed to get hives. However, there’s a 
pretty critical distinction that needs to be 
made here. The belief seems to be that there 
are two kinds of data: people-made-it-up 
data and machines-recorded-it data.

However, I’ve found that data is best 
categorized into three types: human 
mediated, machine generated, and human 
generated. This categorization provides us 
with a quick way to determine what data 
should be extended, worked on, supported, 
maintained (and essentially eat up resources), 
and what data should be abandoned as 
quickly as possible lest it suck you into a void 
of miscommunication and grief. 

Human Mediated
By human-mediated, I mean data that is 
essentially translated, by a person, from one 
context to another. 

Data
This t-shirt is a good example of data 

compiled by someone who doesn’t understand 
the appropriate context. (Or it’s a really funny 
joke. Unclear.) (See Figure 1)

Elements of  
Successful AI Initiatives
At T4G, we’ve found that rather than a magic wand, good AI 
is more like a witch’s brew that needs a carefully curated 
selection of ingredients to simmer in the cauldron. We’ve 
found three key ingredients that, when stirred and simmered 
properly, produce good AI in a number of different verticals 

Figure 1
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When considering data for AI, you get this 
kind of thing when you access your data from 
a non-source system, where it’s been 
compiled by someone else for some other 
purpose. This is also the world of data entry 
errors due to transcription, where people 
actually have to type something into a system 
not designed to take the original data, or 
they’re taking readings from one place and 
manually entering them somewhere else. So 
you get messy, inconsistent data, and a weird 
broken link instead of a nice clean line back to 
the original data source. This is sometimes 
unavoidable, but it always sucks. My best 
example of this in the real world is a set of 
data I was handed that had a temperature 
reading from a site, one reading per day. And 
in the system, it was always recorded at 
exactly midnight. Given that the employees 

didn’t work night shifts, and that this data 
was definitely entered into the system by 
hand, that seemed suspicious. After some 
investigation it turned out that midnight was 
the default timestamp for a field that no one 
ever changed, so “12:00:00” meant 
“technically any time in the last 24 hours, but 
likely sometime in the morning because 
that’s when the shift starts, but maybe not 
on this day because people are notoriously 
bad at routines”. This is still usable data, but 
it’s a far cry from a specific timestamp that 
you could quickly sync up with other data 
from other sources with reliable timestamps.
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Machine Generated Data 
Ah, machine generated data, where an 
internet-connected sensor sends readings to 
your data collection site (of whatever kind) a 
determined number of times per day at the 
same time every day. It takes the people-
reading-and-entering-something part out of 
the mix entirely. This is the supposed gold-
mine of energy analytics. Clean, clear, 
uncompromising machine-generated data. 
Yes, this stuff is (mostly) lovely. When people 
talk about IIoT data this is pretty much what 
they’re talking about. I’d probably go as far as 
to include log files, even records created by a 
human’s movements through the internet (the 
machine logs, that is).

But please don’t ever forget that this data 
is, in reality, still determined by people. It 
matters that you understand what is going on 
to actually collect this data, even if it is 
coming directly from some nice sensor. 
Parameters can be changed, interpretations 
and decisions are made – all by people. A good 
example is that rounding numbers to some 
decimal point is typical in any sensor data log. 
But depending on the programming language 
the code was written in, the actual rules living 
behind the round() function change. Does 
that matter? Possibly not for your application. 
But it was a decision that changes the data 
you get.

On a lighter note, a bot designer decided 
that machine generated data (IP address) + 
obvious location mapping = good bot 
conversation starter (See Figure 2). Always go 
back to the source. Always consider what you 
are actually getting with your machine-
generated data.

Figure 2
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Human Generated Data
So if we throw out all the human-mediated data (or rework it to be less buggy), and we know 
what we’re getting with the machine generated data, why bother with anything else? The truth 
is human-generated data is very useful. At minimum, it is your context for the reams of 
machine-generated data. At best, it's a serious value-add of expertise and engineering 
knowledge that should be incorporated, not avoided! This stuff gets conflated with human-
mediated data, that garbage dump of awfulness, and sometimes is ignored or de-prioritized 
because of the belief that it’s useless. This is so, so far from the truth. People who work with 
these systems – be they solar panels, power-optimization tech, wind turbines, web behaviour 
logs, crowd-sourced or social-media provided images or texts or whatever – know their system. 
In the course of a project you’ll often get access to developers, engineers, inspectors, and 
designers. And their practical knowledge provides a context that no one should ignore. Most of 
the time, by the way, these are also the folks who decide what kind, frequency, and quality of 
data will exist in the machine-generated data bucket, since, you know, so far machines don’t 
provide their own profiles or detailed log info. So rule number one: don’t ignore the experts.

dig in & link it up
With all the adoration and attention on 
machine-generated data, practitioners will 
find there come a few sad, shock-inducing 
moments when you realize your two different 
systems report different things for the same 
event – and you have no idea how to handle 
that. This is especially true when you’re 
dealing with external datasets such as 
weather data, lightning data, traffic data, 
usage data, GPS data, and (predictive) event 

data. The reality is that sometimes the 
sensors, experts, and external data don't 
agree. To be able to use this data, you’re 
going to need to link it up somehow, and 
linking it up takes thought, skill, and time. 
Call it "calibration" time if you need to assign 
a task to this. It IS worth it, but usually only if 
you've already put time into the sensor data 
(which I hope you did) and the human 
generated data (as discussed above).
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get everyone on the same dataset
Data silos are still common, and occasionally 
they are required (for legal reasons, for 
example).  The rest of the time, they persist 
because de-siloing data is usually a painful 
and difficult process that inevitably serves to 
teach you about exactly how many different 
ways a group of people really can interpret a 
single column header. AI lives in the era of Big 
Data, however, and while there are lots of 
“good enough” approaches to the data 
governance needs of an AI team, one of the 
things that can’t be understated is how useful 
it is if everyone has access to the same 
(internal) data. The really juicy AI problems 
that, if solved, offer the kind of revolutionary 
change people wax poetic about only come 
out of companies where enough people see 
the same data from different perspectives 
and develop a common understanding of a 
really interesting problem.  

unbias your feelings about metrics
One of the more interesting impacts of 
getting everyone working from the same data 
(-base, -set, -graph, or any other storage and 
container you wish to try) is seeing just who 
comes down on which side of the ever-classic 
debate about your organization’s metrics. 
Why do we care about metrics? Business 
metrics are critical for two reasons: they give 
you a starting place for figuring out your 
company’s beliefs about the business (I call 
these operating facts). Like, “our customer is 
X”, or the more complex like “Y sells best in the 
winter because, snow, so selling in the summer 
is dumb.” In these cases, “is” and “sells best” 
are both backed by company metrics, 

People
probably even KPIs. Business metrics will also 
form the basis of what you feed into AI and 
data science projects. They might even 
actually be features for your algorithm 
(although that’s definitely not always the 
case), but they are at least a starting point.

Nearly everyone has a personal soft spot 
for either quantitative or qualitative metrics 
(and there are a subset of people who ardently 
believe you can have both in the same 
metrics), almost always tied to what kind of 
degree they got in undergrad, and if you don’t 
know what I mean (or know which you lean 
toward) follow me on this next exercise.
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tell you. That’s like quantitative metrics, 
which, for lots of people are just “numbers”– 
like last year’s sales.

To review: zippers are quantitative metrics 
(the “hard numbers” of the world), and 
elastics are qualitative metrics (the “soft” 
measures). And I use this analogy because 
(hopefully) your response to the elastics vs. 
zipper debate is “It depends”. Both are useful, 
especially when you tailor them for what you 
actually need.

There are some pros and cons to both, but 
let's look at the fundamentals. Elastics, when 
they're working, either mean they’re working 
great or that your pants fit well anyway and 
the elastics aren't doing anything. Qualitative 
metrics have a lot of flex built in because they 
help us define flex-y kinds of things. Customer 
Satisfaction surveys with open text boxes? 
Elastic. 

Zippers, on the other hand, are actually 
really, really hard to make. But it’s pretty clear 
when they’re working. And when they break, 
well, nice people who pay attention to things 
and care about their fellow human beings will 

Thought Exercise
For this exercise, let's pretend buttons don't exist. 
What would you rather have holding up your pants: elastics or zippers?

elastics 
For some people, elastics are comfortable, natural, and flexible, and 
are therefore the ideal way to keep clothing from falling off. To them, 
zippers mean rigid, uncompromising fit that just doesn't make sense 
for their body.

zipper
For others, zippers offer clean, structured fit and elastics show that 
you either can't afford a real tailor or are too lazy to get dressed 
"properly" in the mornings.



problem-solving across disciplines 
(it’s a team sport)
Good [insert nearly anything remotely 
creative or focused on solving problems] 
involves a diverse group of people with 
complimentary skillsets and lots of time to 
bounce ideas around. We’re past the idea of 
the Data Science Unicorn, the superstar going 
it alone for your company, right? In reality, you 
need a rainbow-hued herd of exceptional 
people, who, working together, develop all the 
magic any one unicorn horn might produce.

This isn’t a hiring manual, but some things 
remain obvious. Most of the people on the 
team need a serious STEM background. 
Enterprise-level software doesn’t write itself, 
and enterprise-ready AI doesn’t come 
together without at least some of the team 
boasting a near rock star development 
portfolio. Unless your problems are relatively 
mundane (artificial-intelligence-y speaking), 
the enterprise appropriate solution will come 
up against two constraints that need 
creative, dedicated resources applied: 
performance and reframing the problem into 
something that can be solved. If your problem 
can be solved by a straightforward 
application of a couple exceptionally well-
known algorithms, you probably don’t need a 
rock star team. Of course, if that’s the case, 
you’re probably not reading this paper.
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identify your operating facts
Operating facts are things nearly everyone 
believes to be true inside the business. They 
are typically codified in your KPIs and other 
metrics, and often assumed to be so obvious 
that questioning them makes people wonder 
if you’ve even been working for the same 
company. The most insidious operating facts 
are true for an entire industry (and I expect 
that’s why entire industries can be considered 
‘ripe for disruption’). There are two key points 
about operating facts that you must be 
aware of before beginning AI projects.

Business
Operating facts bias your data. All of it. 
Even the supposedly-objective sensor 

data. Operating facts dictate what data is 
collected, how it is collected, how long data is 
kept, where it is kept, what is it kept in sync 
with, and what it is reported alongside. The 
convenient part about them is that (aside 
from being pointed to in the KPIs and other 
metrics) the data that is collected can be read 
like a treasure map that leads back to the 
organization’s operating facts. The scary thing 
about them is if you try to do “disruptive” 
“magic” AI inside a business or an industry 
without considering the biases already present 
in your data, you will at absolute best only 
perpetuate those biases.  

Operating facts work in layers. Like a 
strange philosophical journey to the 

premise, uncovering layers of operating facts 
to get down to something you can work with 
takes time, effort, and a lot of asking ‘Why?’ I 
suspect this is the reason so many consulting 
companies find extending services into AI and 
data science a natural fit, because in many 
ways, getting to the premise of your operating 
facts is a consulting exercise, not a “data 
science” or “AI solution” exercise.
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dig to the bottom
Before you begin any AI problem, ask “Why?” 
until you can reasonably ask “What?”:

The client/owner of the project asks:
“Can you make a model that predicts how 

many Instagram followers we’ll have next 
month?”

Now you ask: “Why?”. A lot. Until you get 
down to

“Because we want to be able to send out 
content like X, but we won’t do it in Instagram 
if we won’t have more than 10,000 followers.”

And now you ask “Why?” again for a while. 
Until you get to something you can work with. 
Let’s say you get to: 

“An article on LinkedIn said that hip brands 
make more money. Our intern did some 

A proof of concept isn’t a solution
When setting up your problem, keep in mind 
that the ‘solution’ is highly unlikely to be one 
magic model. Even the AI community’s 
unbridled enthusiasm for every variant of 
neural networks is tempered by the 
understanding that real world problems 
typically require complex solutions, and 
complex solutions usually mean more than one 
model. Your solution is likely to involve a set of 
models aimed at very specific elements of the 
problem as the AI team broke the problem 
down into sections that could be reasonably 
assigned, tested, and verified. This is especially 
true if the system incorporates evolutionary 
or continuous learning functions. Just as 
battle-ready, real-world-proof software 

research and put together a deck that shows 
that hip brands make content like X. But 
making X is really expensive, and we’re not 
sure if it will actually increase the number of 
people who buy our shit. So random person Y 
said that they’d heard that 10,000 is the 
baseline number of Instagram followers 
companies should have if they’re going to 
spend more than Z dollars on content for 
Instagram.” 

You can now ask “What do you really want 
to do?” 

*Note that in this conversation that the 
starting point from the company in question 
(or department, organization, business unit) is 
an assumption masquerading as a question.

involves multiple functions and components, 
so too do enterprise-ready, functional AI 
systems. This is the difference between a 
‘proof of concept’ (POC) state and a system 
that runs on its own, properly embedded in 
your organization. There are a lot of 
integration points, and if you selected your 
POC correctly, the element broken out to be 
proven was very difficult, and was proven with 
a lot of manual work to provide that POC with 
the correct environment. That correct 
environment will mean serious integration and 
likely supportive AI (working through input 
data, for example) to become a functional 
system – or solution – the organization can use.
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set real goals
As I typically work in industrial AI with sensor 
data, I’ll start this section the lazy way, with 
the absolutely wonderful world of ‘yes, we can 
quantify what good means’. Obviously results 
from some models are more complicated to 
verify than others, but the expected output of 
the system, whatever that solution entails, 
should be quantified. The easiest example of 
this comes from a confusion matrix (easiest 
because it’s so very visual).
 Let’s say we’re looking at classifying possible 
dates for preventative repairs to be done at a 
solar farm. One part of the solution needs to 
be predicting weather (techs and engineers 
don’t like working in horrible weather for no 
reason, also, liability and danger pay make 
that a poor business decision, but sunny 
weather also isn’t a great time for solar 
panels to be offline). So we have a diagonal of 
correct predictions, a diamond of indifference, 
and two outliers– one which is extra 
dangerous (you predicted the weather would 
be great and scheduled techs to go do repairs 
in the midst of a lightning storm) and one 
which causes everyone to wonder why the AI 
is so stupid (you predicted lightning and 
therefore didn’t schedule anyone to go and it’s 
perfectly overcast outside). Take this, apply 

real dollars to it – the cost of unnecessary 
travel when the techs can’t work, the cost of 
not having enough days to do the work when 
you keep predicting the weather is too bad 
– and you can actually properly define what 
parameters the solution needs to hit to be 
considered “good”. This is the joy of most 
industrial AI: every problem can be quantified 
(except maybe brand perception and such).  
Every individual component of your solution 
(every model, every business logic ‘integration 
point’, every UI with a set of options for a 
human user) should have very clearly defined 
goals. Measurements of success should be 
one of those fundamental expectations in any 
AI solution.

If the solution requires elements (or a 
whole system) of less-easily-quantifiable goals 
(aka things that can’t be related to dollars), 
you’ll need to develop proxies. Be diligent 
about collecting this input from the business 
groups involved. Measurements of success are 
not something the AI team should invent, they 
should always come from the business. And 
when they can’t be made into dollars, they’re 
more difficult to identify and certainly more 
difficult to agree upon. They should also be 
required before the project begins.
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reality

A simple confusion matrix helps us visualize the ideal output of 
the AI when predicted weather impacts scheduling work.



Bringing it all together
Despite its popularity and buzz-word status, 
successful enterprise AI initiatives are still 
relatively rare. They require very specific 
things: a diverse, rainbow-hued herd of 
exceptional people; the time and drive to 
identify, trace, and calibrate low-granularity 
data; an integrated willingness to set aside 
both how things have been done and what 
you know to instead work collectively, 
collaboratively, and creatively to solve for 
what could be. Ultimately, the elements of 
successful AI initiatives I’ve shared above are 
true for nearly any creative, problem-solving 
work with very little tweaking, but the 
promise of AI in the enterprise today is such 
that missteps tend to compound unobserved 
while the organization focuses its attention 
on the anticipated magic.

At the outset of an AI initiative, but also 
throughout the projects and teams, regularly 
stepping back to reassess the underlying 
premise of the work at hand gives the team a 
chance to identify any slippery parts of the 
project that may be headed for failure 
because they fall victim to one of the 
fundamental AI fallacies. Easier to spot, the 
magic wand fallacy promises reward for no 
(human) work, putting the effort on an 
algorithm (or a set of algorithms) to solve 
problems like waving a magic wand. The time 
and resources assigned to prepping data, 
selecting or creating and tweaking 

algorithms, and managing output and 
presentation are a quick check for this fallacy 
lurking in a project. Trickier to identify, a 
project premised on the warm fuzzy robots 
fallacy assumes a level of caring existent in 
the AI layer that fundamentally cannot occur. 
It’s connected to conversations around 
perpetuating biases in the data in the models, 
but at its core, this fallacy assumes the 
responsibility for addressing these biases lives 
with the AI and not the human project team.

Keeping these fallacies in mind, the diverse 
team of exceptional people take on more of 
the project effort and responsibility than we 
are wont to assign. This effort translates to 
time and creative juice, both essential 
elements of success. Steering clear of the 
fallacies in an AI initiative will not 
automatically ensure the elements of success 
have been met, but it isn’t a terrible start! 
Similarly, shifting direction mid-initiative if a 
fallacious premise is found should require a 
shift toward a more robust array of the 
elements of success. In all, avoiding fallacy 
pitfalls and embodying elements of success 
are fundamentally yoked and together provide 
a two-prong directive to approaching AI 
initiatives successfully.
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